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Abstract
In the recent years the average performance of computers
increased significantly partly due to the ubiquitous avail-
ability of graphics hardware. Photorealistic rendering of
human faces is no longer restricted to offline rendering
and use in movies. Even portable machines and to some
degree high-end mobile devices offer enough performance
to synthesize photorealistic facial animation in real time.
However, the unavailability of flexible and reusable an-
imation systems for use in third party applications still
remains an issue. Our work presents a straightforward ap-
proach to photorealistic facial animation synthesis based
on dynamic manipulation of displacement maps. We pro-
pose an integrated system that combines various anima-
tion sources such as blend-shapes, virtual muscles and
point influence maps with modern visualization and skin
simulation techniques. Inspired by systems that synthe-
size facial expression from images we designed and im-
plemented an animation system that uses image based
composition of displacement maps without the need to
process the facial geometry. This improves overall per-
formance and makes implementation of detail scalability
trivial. For evaluation we have implemented a reusable
animation library that was used in a simple application
that visualizes speech.

Categories and Subject Descriptors
I.3.7 [Computer Graphics]: Three-Dimensional Graph-
ics and Realism—Color, shading, shadowing, and texture;;
I.6.8 [Simulation and Modeling]: Types of Simula-
tion—Animation;; H.5.1 [Information Interfaces and
Presentation]: Multimedia Information Systems—Arti-
ficial, augmented, and virtual realities;
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1. Introduction
The human face plays probably the most significant role
in inter-human communication. This relatively small part
of our bodies is capable of expressions which underline
our face-to-face communications and social interactions.
Verbal communications also benefit from the visual feed-
back the face provides in the form of lip movement during
speech. Recognizing facial expressions is one of the basic
skills humans learn from infancy.

Facial expressions are often complemented by hand ges-
tures and body movement, this is commonly referred to as
body language or non-verbal communication. Expressions
represent our emotional states, moods and reactions. We
are capable to identify basic facial features and expres-
sions almost effortlessly despite considerable variations
between individual human faces. Cultural background,
race or nationality plays only a small role in this process
making non-verbal communication truly universal human
communication.

Synthesis of realistic facial expression remains one of the
most challenging goals in computer graphics. Contrary to
most other parts of the human body, the skeletal struc-
ture of the face has limited degrees of freedom. However,
the face contains a much denser and richer collections
of expression muscles that we use to speak and reflect
our emotional state. Humans are exceptionally skilled in
recognition and interpretation of even the most delicate
movement of the face. Therefore, accuracy and realism
requirements are higher when compared to different parts
of the human body.

Models controlled using muscle actuation or parametric
models in general are traditionally very effective at ex-
pressing variety of facial expressions. The effectiveness
of this approach is already well explored [16] and used in
many animation systems. The primary advantage of mus-
cle based systems is that the retargeting of an expression
is trivial between faces. This is based on the assumption
that the muscle arrangement between models changes but
uses the same actuation parameters between that produce
similar expressions. Another advantage is the ability to
group the animation parameters into higher–level control
such as Facial Animation Coding System [5] or MPEG-4
Facial Animation Parameters [13].

Performance–based animation [17] has been a successful
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approach for capturing the subtle movement of facial ex-
pressions and speech. Captured performances provide
good source for synthesis of facial expressions, the raw
data can however contain artifacts and usually needs to
be altered according to animators needs. The same prob-
lem arises with captured 3D performances of the entire
face. Morph target or blend shape animation [7] relies on
multiple captured or manually prepared variations of the
face. This makes retargeting animation to other models
a challenge and limits the animation to a set of expres-
sions.

Our work focuses on efficient facial expression genera-
tion that is suitable for parametric animation of speech.
We combine the advantages of parametric models with
performance–driven data in a uniform way. Use of mus-
cle based deformations and the advantage of parametric
animation in general offers significantly higher degree of
freedom when compared blend–shape animation. How-
ever, captured data usually produces greater detail and
is able to reproduce characteristic behavior of the subject
during animation. An animation system that is able to
combine both of these approaches would offer more free-
dom and control over the facial animation.

2. Applications
During our lifetimes our faces play significant role in vi-
sual communication, especially in social interactions as we
look at, listen to and talk with many faces everyday. Not
only are our faces essential in face-to-face interactions but
we are bombarded by faces known and unknown everyday
from media, movies, websites and magazines. Nowadays
we can see many applications of virtual faces in the do-
main of media and entertainment in form of computation-
ally generated characters in movies, advertising or games.
However the potential applications of the technology are
practically endless and are only limited by the availability
of technology. As faces are essential for communication
purposes we will concentrate only on applications in the
domain of visual communication. We can also categorize
applications according to degree of interaction into fol-
lowing groups.

• Visualization A category of applications where static
facial models are used. Dynamic aspects are not im-
portant or secondary. For example this includes ap-
plications for recognizing faces, identification, bio-
metrics and medical visualizations.

• Broadcast Virtual faces or characters are used to
rely information and possibly emotion to audience.
This group includes virtual characters seen in movies
or television.

• Communication An interaction between user or
users and virtual characters. This group relies on
other disciplines such as speech analysis, knowledge
extraction and artificial intelligence.

• Virtual Reality In virtual environments artificial
characters often represent real users and act as avatars.
In this context users directly or indirectly control
the reactions and expressions of the characters.

This generalization is by no means complete but should
provide sufficient insights into successful uses of virtual
faces. For example in real face to face communication

other aspects such as social rules, speech synthesis or an-
swer preparation play more significant role. In the context
of this work we will however focus only on the visualiza-
tion aspects.

3. System Overview
Creating detailed and anatomically correct facial head
models is non-trivial. Complex muscle systems are hard
to assemble, control and become increasingly difficult to
adjust. Often, adjusting the geometry of the model re-
quires the readjustment of the models internal structures.
Our system aims to simplify construction and use of facial
models so it can be easily integrated into future applica-
tions. To achieve this our animation system uses Defor-
mation Maps also known as Vector Displacement Maps.
A similar approach was already implemented by Ma et.
al. [11]. The basic mode of operation uses displacement
maps, in their case obtained from 3D scanning devices, to
drive the deformations of the face. Instead, we use a hy-
brid approach that allows animators to combine various
animation sources in a single model.

To achieve photorealistic results our approach relies heav-
ily on the use of normal mapping [6], subsurface light scat-
tering and soft shadow generation. Using normal map-
ping we are able to produce real–time results with great
frequency of detail. Additionally, by dynamically manip-
ulating the normal maps we can add in effects such as
skin wrinkling without need to modify the geometry [12].
This is beneficial to the overall dynamic realism of the
model and does not require complex and high detailed
facial models.

Figure 1 shows the primary components of the system.
The Animation, Simulation and Rendering processes form
the basis of the animation loop that generates final model
image. For simplicity, only data related to expression gen-
eration is present in the figure. Additional data such as
eye orientation, camera position etc. are passed to the
Rendering process when generating an animation frame.
Notice that the animation process requires only Deforma-
tion Maps for its input, no model data is required for an-
imation and simulation. The Deformation Maps needed
for animation can be dynamically generated or obtained
from blend shape models and 3D authoring tools.

FaceLib 2

Animation

Simulation

Rendering

Expression Map

Displacement MapAnimation 
Loop

Animation 
Parameters

Deformation
Maps

Model Data

Image

Figure 1: Overview of the primary components of
the system.
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Deformation Maps are 2D textures that encode 3D defor-
mation generated by muscles in texture space. In the An-
imation component these maps are modulated using the
Expression Parameters and composed into a single Ex-
pression Map. The resulting Expression Map is created by
accumulating the displacement contributions from each
Deformation Map into a single displacement map.

Expression maps are not directly used to deform the model
but provide the input into the Simulation sub–system. In
this step the dynamic behavior of the skin is simulated
using a spring–mass system with Verlet [15] integration.
The product of the simulation is the final displacement
map used to deform the geometry of the facial model.

The Rendering step is responsible for the generation of
the final image. It takes the model geometry and ap-
plies displacement to it. Final image is composed using
a photorealistic lighting and skin shading technique that
utilizes normal mapping to produce higher frequency of
detail. Wrinkles are added into the normal map in places
where the skin is compressed, this information is obtained
from derivation of the skin displacement map.

4. Model Preparation
Following sections will describe the process of model prepa-
ration. Our system is not tied to a specific geometry of the
face, almost any polygonal representation of the face can
be used but requires some preparation and pre–processing
steps to produce good results. The following subsections
describe model requirements and input data of our sys-
tem. Subsection 4.2 explains the concept of vector dis-
placement mapping and the creation of deformation maps
from linear muscle systems and other sources.

4.1 Model Data
Model Data

Skin Geometry

Skin Normal Map*

Skin Color Map

Wrinkle Map Stretch*Wrinkle Map 
Compress*

Teeth and Eye 
Geometry* Hair Style Definition*

Teeth and Eye 
Textures* Composition

* Optional Data

Figure 2: Data components of the model. Normal
maps for wrinkles and model detail are optional
as well as parts not crucial to animation.

Our facial model consists of various components such as
3D geometry, textures and composition definition of vari-
ous additional parts such as eyes, teeth and hair. In order
to reduce and simplify needed steps for model prepara-
tion we have decided to provide some of the components
as part of the library. Only the 3D geometry of the face
model, its color map and the placement of the compo-
nents need to be provided by users. For arrangement of
components and preparation stages we rely on existing
3D authoring tools such as Blender [2].

All model components use polygonal representation as the
availability of authoring tools and direct support in ren-

dering is overwhelming when compared to other repre-
sentations. Another aspect that lead us to this decision is
that many users are familiar with the basics of authoring
of polygonal models and can prepare the required geome-
try if needed. Freely available polygonal face models can
also be used with minimal or no modifications. In practice
any polygonal 3D model can be animated by the system
but for best results a model with a well mapped color and
normal map is required. Additionally, holes for eyes and
mouth need to be present as these are represented using
separate objects.

Figure 3: left: An optimized 3D geometry of the
model from 3D range scan. right: A color texture
applied to the geometry.

Model textures are another significant part of the input
data. It is expected that the model provides a color tex-
ture map for the skin that matches the UV coordinates
of the facial geometry. Ideally, three normal map tex-
tures are provided as well. For high frequency detail and
quality lighting a tangent space normal map for the face
should be included. If it is not available the system will
work with the geometry normals which will not be able
to produce photorealistic lighting. Two optional normal
maps for wrinkled and stretched face are harder to obtain.
When these are available the system will create dynamic
wrinkling effects during animation in areas where the skin
compresses or stretches.

Texture mapping of the facial model should avoid stitches
in the facial area as the skin simulation sub–system will
create animation artifacts along the seams during move-
ment. Figure 3 shows one of the 3D facial models we
used through the development. The geometry was ex-
tracted from a high resolution 3D scan which was used
to generate the normal map. The process of normal map
extraction and generation of simplified geometry is well
supported by existing tools and will not be described here.

Figure 4: Left, a section of the color texture used
in the model. Right, a tangent space normal map
extracted from high resolution geometry.
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Composition of the model refers to the placement and ori-
entation of the various geometry parts such as teeth, eyes
and jaw in relation to the facial geometry. When build-
ing the models using 3D authoring tools this information
is represented by a transformation matrix for each facial
component that defines the scale, position and orientation
of each component in space.

4.2 Deformation Maps
Displacement mapping is a popular approach to geome-
try deformation in computer graphics. the most common
use of displacement mapping is the deformation of the
model surface using a gray scale height map. Let us call
the deformed surface ~r(u, v), the original surface ~p(u, v)
and the unit normal of the original surface ~n(u, v). the
displacement is produced by scalar function h(u, v) which
can represents height map image. Parameters u, v are
the texture coordinates of the surface, this 2D parameter
space is often referred to as texture space. Displacement
mapping is a deformation of the original surface in the di-
rection of its normal by the scalar amount defined using
the displacement function.

~r(u, v) = ~p(u, v) + ~n(u, v)h(u, v) (1)

A more generic form of displacement mapping utilizes vec-
tor displacement instead of the scalar displacement func-
tion. the deformed surface ~r(u, v) is displaced by the vec-

tor function ~d(u, v) as follows.

~r(u, v) = ~p(u, v) + ~d(u, v) (2)

Szirmay-Kalos, Umenhoffer / Displacement Mapping on the GPU

place. The idea of combining displacement mapping with
texture lookups was proposed by Patterson, who called his
method as inverse displacement mapping [PHL91].

Inverse displacement mapping algorithms became popu-
lar also in CPU implementations. CPU based approaches
[Tai92, LP95] flattened the base surface by warping and
casted a curved ray, which was intersected with the displace-
ment map as if it were a height field. More recent meth-
ods have explored direct ray tracing using techniques such
as affine arithmetic [HS98], sophisticated caching schemes
[PH96] and grid base intersections [SSS00]. Improvements
of height field ray-tracing algorithms have also been pro-
posed by [CORLS96, HS04, LS95, Mus88]. Huamin Qu et
al. [QQZ∗03] proposed a hybrid approach, which has the
features of both rasterization and ray tracing.

On the GPU per-vertex displacement mapping can be im-
plemented by the vertex shader or by the geometry shader.
Per-pixel displacement mapping, on the other hand, is ex-
ecuted by the fragment shader. During displacement map-
ping, the perturbed normal vectors should also be computed
for illumination, and self-shadowing information is also of-
ten needed.

In this review both vertex shader and fragment shader ap-
proaches are discussed and compared. Performance mea-
surements have been made on NVidia GeForce 6800 GT
graphics cards. When we briefly address geometry shader
algorithms, an NVidia GeForce 8800 card is used for perfor-
mance measurements. Shader code samples are in HLSL.

2. Theory of displacement mapping

Let us denote the mesostructure surface by the paramet-
ric form �r(u,v), the macrostructure surface by �p(u,v), the
unit normal of the macrostructure surface by �N0(u,v), and
the displacement by scalar function h(u,v) called the height
map. Vectors are defined by coordinates in 3D modeling
space. Parameters u,v are in the unit interval, and are also
called texture coordinates, while the 2D parameter space
is often referred to as texture space. The height map is in
fact a gray scale texture. Displacement mapping decomposes
the definition of the surface to the macrostructure geom-
etry and to a height map describing the difference of the
mesostructure and macrostructure surfaces in the direction
of the macrostructure normal vector:

�r(u,v) = �p(u,v)+�N0(u,v)h(u,v). (1)

Macrostructure surface �p(u,v) is assumed to be a trian-
gle mesh. Let us examine a single triangle of the mesh de-
fined by vertices �p0,�p1,�p2 in modeling space, which are
associated with texture coordinates [u0,v0], [u1,v1], [u2,v2],
respectively. In order to find a parametric equation for the
plane of the triangle, we select two basis vectors in the plane
of the triangle, called tangent and binormal. One possibil-
ity is to define tangent vector �T as the vector pointing into

the direction where the first texture coordinate u increases,
while binormal �B is obtained as the vector pointing into the
direction where the second texture coordinate v increases. It
means that tangent �T and binormal �B correspond to texture
space vectors [1,0] and [0,1], respectively. The plane of the
triangle can be parameterized linearly, thus an arbitrary point
�p inside the triangle is the following function of the texture
coordinates:

�p(u,v) = �p0 +(u−u0)�T +(v− v0)�B. (2)

We note that triangle meshes may also be regarded as the
first-order (i.e. linear) approximation of the parametric equa-
tion of the mesostructure surface,�r(u,v). Computing the first
terms of its Taylor’s series expansion, we get

�r(u,v) ≈�r(u0,v0)+(u−u0)
∂�r
∂u

+(v− v0)
∂�r
∂v

, (3)

where the derivatives are evaluated at u0,v0. Comparing this
equation to equation 2 we can conclude that

�r(u0,v0) = �p(u0,v0) = �p0, �T =
∂�r
∂u

, �B =
∂�r
∂v

. (4)
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B
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B

N

x
y

z

[u  , v ]00

[u  , v ]11
[u  , v ]22 p

p

p

1

0

2

texture space modeling space

Figure 2: Tangent space

Tangent and binormal vectors together with the normal of
the macrostructure triangle form a coordinate system that is
attached to the macrostructure surface. This coordinate sys-
tem defines the tangent space [Kil00, Gat03] (figure 2). We
note that other definitions of the binormal are also possible,
which are discussed together with the advantages and disad-
vantages at the end of this section.

If the parametric equation of the mesostructure surface is
not known, then the texturing information of the triangles
can be used [Gat03] to find the tangent and binormal vectors
of a triangle. Substituting triangle vertices �p1 and �p2 with
their texture coordinates into equation 2 we obtain

�p1 −�p0 = (u1 −u0)�T +(v1 − v0)�B,

�p2 −�p0 = (u2 −u0)�T +(v2 − v0)�B.

This a linear system of equations for the unknown �T and �B
vectors (in fact, there are three systems, one for each of the
x,y, and z coordinates of the vectors). Solving these systems,
we obtain

�T =
(v1 − v0)(�p2 −�p0)− (v2 − v0)(�p1 −�p0)

(u2 −u0)(v1 − v0)− (u1 −u0)(v2 − v0)
,

c� The Eurographics Association and Blackwell Publishing 2008.

Figure 5: Tangent space.

This type of deformation utilizes model space displace-
ment function which practically limits its application only
to the original model surface. A variant of this basic ap-
proach that describes the deformation in tangent space [9]
does not suffer this limitation. In most cases the tangent
space of the original surface is defined using additional set
of surface vectors called tangent and bitangent that corre-
spond to its texture space. In our case the tangent vector
~T corresponds to the increasing u texture coordinate and
the bitangent vector ~B corresponds to the v coordinate.
the normal of the original surface can be also obtained
using the cross product of these vectors: ~N = ~T × ~B.
Note that in tangent space ~T , ~B, ~N are orthogonal and
have unit length. Vector displacement in tangent space
can be defined as follows:

~r(u, v) = ~p(u, v) + ~d(u, v)

 ~T (u, v)
~B(u, v)
~N(u, v)

 (3)

the implementation of the displacement deformation can be
realized entirely on the GPU as a simple vertex shader
program that samples the displacement function in the
RGB space of a 2D color texture. This requires floating
point precision textures which can additionally contain
an alpha channel to store the weight amount of the defor-
mation. This is useful when combining multiple displace-
ments on a single surface such as the face. In our system
we refer to displacement textures with alpha channel as
Deformation Maps.

4.3 Virtual Muscles
Muscle based deformation as described by Waters [16]
relies on pseudo–muscles to generate the deformation of
the face. In our work we rely on slightly modified variant
of the same approach that uses linear muscles. Linear
muscles are described by a vector from v1 to v2 . Rs and
Rf represent falloff radius start and finish respectively.
the new vertex p′ of an arbitrary vertex p located on the
mesh within the segment v1prps, along the vector (p, v1),
is computed as follows:

Figure 6: the linear muscle model.

p′ = p+ cos(α)rkv̂ (4)

where α is the angle between the vector (v1, v2) and (v1, p),
v is the vector (v1,p), k is the animation parameter which
contracts the muscle, and r is the radial displacement pa-
rameter which is defined as:

r =

{
cos(1− |v|

Rs
) |v| < Rs

cos( |v|−Rs

Rf−Rs
) |v| ≥ Rs

(5)

Animation is controlled using muscle contraction value
k, one for each muscle. A set of contraction values for
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each muscle then defines the facial expression. Since the
muscle adds deformation to the geometry by producing
a deformation vector, we can generate the displacement
texture for each muscle of this and similar type using the
following approach, which assumes k = 1:

~d(u, v) = ~M(~p(u, v)) (6)

The displacement map is represented by the surface ~d(u, v).
The muscle deformation for model surface point ~p(u, v) is

produced using the muscle generation function ~M . In
practice the computation of M is implemented using a
script that that stores the results in a 2D texture. Resolu-
tion of the displacement map only needs to be big enough
to capture the displacement for each vertex of the model,
usually a 256x256 texture is enough. Accuracy of dis-
placement values is more important and requires floating
point precision. Any type of linear muscle such as sphinc-
ter muscles, sheet muscles can be converted to deforma-
tion maps using this approach.

The generated displacement maps are model specific but
the generation process can be repeated for different mod-
els automatically provided the model has similar mus-
cle arrangement. Placing the muscles onto the face is
still a manual process that we simplified by providing the
user with additional tools that can be used to easily ar-
range the position of the muscles in texture space. The
structure, arrangement and number of muscles is left com-
pletely in control of the user.

Figure 7: Arrangement tool for specifying muscle
placement on the model in texture space.

The arrangement of the muscles can correspond to sys-
tems such as FACS [5] but is left completely in control
of the model creator. The process itself is supported by
our model preparation editor which can project a prede-
fined set of muscles onto the facial model. If the user
only modifies the default arrangement, then animation
can be shared between multiple models. The Deforma-
tion Maps are calculated using scripts for each muscle
type. The scripts involved process the muscle arrange-
ment and model data available as input. The output of
the script is a 2D deformation vector field for each muscle
which is stored in a displacement map. Any linear muscle

type such as sphincter or sheet muscles as illustrated on
Figure 4.3 can be encoded using this approach.

4.4 Blend Shapes and Sculpting
Direct generation of displacements from blend shapes or
artist manipulated geometry is already supported by many
3D content authoring tools. Using blend shapes allows
us to precisely specify deformation of the model in areas
that are hard to animate using linear muscles. For exam-
ple blend targets for eyelid animation and jaw movement
can be easily modeled using this approach. Computation
of the displacement map is straightforward, the displace-
ment is computed as difference between vertices in the
models texture space.

Our system directly supports any tangent space vector
displacement maps from applications that are able to gen-
erate them1. These displacement maps usually do not
have weight information associated with them, this can
be added using any image manipulation software. De-
formation Maps produced this way are inherently model
dependent.

Using 3D scans and blend shapes of different geometri-
cal topology is possible if the models contain matching
UV coordinates. Capture of higher detail such as wrin-
kles using this approach is limited by the relatively low
resolution of the deformation maps. High resolution dis-
placement maps can provide these effects but also require
high density 3D geometry unless per-pixel displacement
mapping is used e.g parallax mapping [8].

5. Animation
The Animation component of the system is responsible
for the construction of the Expression Map. An Expres-
sion Map is composed by combining multiple Deforma-
tion Maps into a final vector displacement map. The pro-
cess is implemented using hardware as a separate render
pass to save CPU cycles during animation. However, gen-
eration of the Expression Map would not be very efficient
if we do this for every animation frame. Instead, expres-
sions are only generated for key frames of the animation.
The animation loop then interpolates between the current
and target expression efficiently.

Expression Map
Generation

Interpolation

Anim. Exp. Map

Deformation MapsExpression Vector

Animation Loop

Animation

Expression Map

Figure 8: Processes inside the Animation compo-
nent.

5.1 Expression Map Generation
Construction of Expression Maps is based on controlled
accumulation of Deformation Maps. The process can be

1For example ZBrush, Blender, Mudbox etc.
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described in terms of surface displacement generation as
follows:

~e(u, v) =
∑
i∈D

~di(u, v)ai (7)

Where ~e(u, v) is a vector displacement map we call Ex-

pression Map, ~di(u, v) are Deformation Maps from the set
D of available Deformation Maps. Set D is therefore the
basis of the expression space of the model. The amount
of displacement contributed from each displacement map
is modulated by scalar parameters ai that substitutes the
contraction parameter k used to animate virtual muscles.
These animation parameters determine the resulting fa-
cial expression. A facial expression can therefore be ex-
pressed as linear combination of all deformations from D
using an Expression Vector e.g. ~a = [a1, a2, ..., am].

Deformation Map n

Deformation Map 2

Deformation Map 1

Expression Map

a1

a2

an

Figure 9: Illustration of the composition of Ex-
pression Map from multiple Deformation Maps.

Expression maps are only generated when a new expres-
sion is needed and no model geometry is required dur-
ing this process. This approach has therefore advantages
when implementing a level of detail system that uses mul-
tiple detail levels of the facial geometry. Another advan-
tage is that already generated Expression Maps can be
reused as Deformation Maps that form the basis of new
generated expression maps, thus simplifying animations
that stack deformations. Since this process is entirely
image–based it can be easily associated with layering tech-
niques known from image authoring applications, Figure 9
illustrates the process.

5.2 Interpolation
During animation the generated Expression Maps repre-
sent animation key–frames. To animate the transition
from one expression into another we use Hermite [1] inter-
polation, however spline and linear interpolations can also
be used. The resulting interpolated Expression Map is
then directed into the skin dynamics Simulation step.
However, on low performance machines the result can be
directly passed to Rendering.

By relying on the interpolation between two Expression
Maps we reduce the need to generate expressions for each
animation frame. The implementation on the GPU is
trivial since we only need to compute the blending amount
between two textures on a per–vertex basis during Ren-
dering. The interpolation can be described as:

Expression 
Map 1

Expression 
Map 2

Expression
Map

30% Map 1
70% Map 2

Time

Figure 10: Hermite interpolation between two Ex-
pression Maps that act as key-frames producing
animated Expression Map passed to Simulation.

~e(u, v) = H(~e1(u, v), ~e2(u, v),
t− t1
t2 − t1

) (8)

Here the interpolated Expression Map ~e is generated from
expression ~e1, ~e2 using the Hermite interpolation function.
The interpolation argument is from the < 0, 1 > range
and is computed from current animation time t and ani-
mation times of each expression t1, t2. Once time reaches
the end expression the interpolation sequence repeats for
new target expression.

6. Simulation
The Simulation sub–system is responsible for simulation
of the dynamic behavior of the face. Since the skin has
mass and elastic properties that need to be simulated in
real–time some simplifications have to be made. In our
case we consider the skin to have uniform mass and depth
as well as homogenous elastic properties. The simulation
is driven by the animated Expression Map that provides
input into the system. As output the final Expression is
generated in the form of yet another vector displacement
map.

Verlet Integration

Results Cache

Displacement

Simulation Expression Map

Expression MapPrevious Maps

Point-Mass Force 
Computation

Expression MapSpring Forces

Figure 11: Processes inside the Simulation com-
ponent.

6.1 Mass–spring Model
Mass–spring model is a popular method of modeling de-
formable objects such as cloth and soft body objects. The
simulated body is separated into discrete points that are
interconnected by springs and dampers. Provot [14]
introduced a mass-spring topology including structural
springs, shear springs and flexion springs, as shown in
Figure 6.1. The mass–spring model has attracted much
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research attention because of its efficiency and simplicity
and proved to be very efficient in GPU based cloth and
soft–body simulation [18].

Figure 6: Different types of constraints (springs) that we use to
preserve the structure and cloth-like behavior.

The kernel for satisfying the constraints should be executed mul-
tiple times. During each iteration, we shift the particles a little in
order to relax the constraints to get closer to the state with minimum
energy. Since we cannot satisfy the constraints in one pass, we have
to take an iterative approach and trigger the satisfy constraints ker-
nel. Since all the constraints are evaluated in parallel, we must not
move one particle by more than d/2 during one iteration, where d
is the distance between two particles in the rest state. If we did, two
neighboring particles could possibly get attracted or repulsed too
much and the computation would ”blow up”. Therefore, we have to
weight the contribution of each appropriately, or clamp the change
in position to d/2.

Figure 7 depicts particles that act on a single particle in a horizontal
direction only. Since we do not want to offset the particle by more
than d/2, we need to conservatively add the forces; otherwise the
simulation might blow up. We included some default weights in
the code(WEIGHT ORTHO, WEIGHT DIAG, etc.), which you can
use to scale the contribution of each spring. Feel free to adjust the
values or use different approach. You can also adjust the bending
and shear constraints to change the stiffness of the cloth.

Figure 7: Neighboring particles acting on the center particle in the
horizontal direction only.

In order to efficiently to implement the constraint satisfaction effi-
ciently, you should use the local memory in the same spirit as in
the non-separable image convolution assignment. The halo region
will in this case correspond to a two particles wide ring around the
processed tile.

4.3 Collision Detection

If you run the simulation at this point, the cloth should perform a
realistic waving motion according to the applied forces, but keeping
the distances among particles by satisfying the cloth constraints.

The only step left to finish the simulation part of the task is to make
the cloth interact with the solid sphere placed under the bar. To
resolve particle collisions with a sphere, you can use the approach
illustrated in Figure 1(right).

The collision detection with the sphere is simple: we have to de-
termine if any particle is closer to the sphere center than the sphere
radius. In case of a collision, we can push the particle to the surface
of the sphere using a vector in the radial direction. Note, that this
simple implementation of collision response will always keep the
particles on the surface of the sphere. Compared to the collision
detection in the particle system, this approach is not very robust: it
can happen that the sphere travels through the cloth if you push it
hard enough. You can improve the detection akin to the previous
task, but as it should be straightforward, it is not mandatory.

4.4 Recomputation of Normals

The last kernel in the execution flow does not add to the simulation
itself, but to the rendering of the cloth. In order to correctly shade
the cloth, we need to know the normals of the surface. Vast ma-
jority of shading models (e.g. the Phong shading model) requires a
surface normal for each point to be shaded. The normal is used to
find out the orientation of the surface towards the light source (and
the viewer), which we must know in order to compute the amount
of reflected light. Figure 8 shows the difference between using the
original normals and recomputing the normals at each time step.

Figure 8: Left: Incorrect shading due to incorrect normals. Right:
Shading with correctly recomputed normals.

The normals should be computed in the following manner. For each
particle (cloth vertex), you have to read the eight nearest neigh-
bors and iterate over them in a loop. In each iteration, read two
subsequent vertices, construct two edges from the center vertex to
these two vertices, and compute the normalized cross product of
the edges. This will give you the normal of the artificial triangle
defined by the center and the two neighbor vertices. Accumulate
all the normals of the eight surrounding triangles and normalize the
sum to get the recomputed surface normal at the center vertex. Fig-
ure 9 illustrates the construction of the first two triangles and their
normals.

!"#!$% !"#!$&
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Figure 9: Construction of triangles and normals during the recom-
putation of per-vertex normals.

Figure 12: Springs for soft tissue model.

the elastic model of soft tissue is a mesh of mass points,
each of them being linked to its neighbor point by the
massless springs with natural length greater than zero.
Springs used in the model are classified into three cate-
gories:

• Structural springs simulate pulling forces in the
model.

• Shear springs which provide cutting rigidity and
simulate smoothing transition.

• Flexion or Bend spring which simulate the force
of contorted tissue

The most commonly used integration technique to com-
pute the movement of the point with associated mass is
Euler integration. This requires computation of point ve-
locity and acceleration. Verlet integration [15] on the
other hand uses previous point position and calculates
new position using the following equation:

~p = 2~p′ − ~p′′ + (~f/m) ∗ dt2 (9)

Here, new position ~p is calculated using its previous po-

sitions ~p′, ~p′′ while the vector ~f represents the sum of all
spring forces involved. Mass of the point is represented
as m. Spring forces can be easily computed as vectors to
the reference positions of the connected points.

6.2 Implementation
Computation of spring forces and the verlet [15] integra-
tion is implemented as a GPU shader pass. Verlet inte-
gration is especially suitable for this purpose as it only re-
quires the current and previous positions of the simulated
geometry. As all displacements in our system are rela-
tive to the base model we can substitute the integration
between position as integration between displacements:

~d(u, v) = 2~d′(u, v)− ~d′′(u, v) + (~f/m) ∗ dt2 (10)

Where ~d is the final displacement of the skin geometry, ~d′

and ~d′′ are the current and previously calculated displace-

ments. Finally, ~f is the sum of all spring forces that act
on the texel. Spring forces are calculated as sum of spring
forces to neighboring texels in the displacement map. To
drive the animation we also have to consider the Expres-
sion Map, usually when using Verlet integration, outside
forces such as the forces generated by the Expression Map

would influence the force vector ~f with additional force
pushing in the direction of the deformation. However, in
our case it is much easier to implement the simulation
using the following approach:

~d(u, v) = ~e(u, v)∗e+ ~d′(u, v)− ~d′′(u, v)+(~f/m)∗dt2 (11)

This modification of the Verlet integration uses previous
results and Expression Map ~e(u, v) to calculate the dy-
namics behavior of the skin. The elasticity parameter e
reflects the elastic property of the material and in our case
is a user-set constant in the < 0, 1 > range.

7. Rendering
The Rendering component of the system creates static
images of the facial geometry. In order to achieve anima-
tion, it has to be able to generate images at interactive
rates. In practice this means that the component has to
be able to produce at least 24 image frames per second.
Implementation of this component is purely realized us-
ing graphics hardware and uses current state of the art
rendering approaches tailored to our needs.

Shadow and Lighting

Skin Shading

Blurr Maps

Rendering Displacement

Wrinkle Generation
Model Data

Final Composition

Normal MapModel Data

Model Data Irradiance Map

Model Data

Image

Figure 13: Processes of the Rendering component.

As input this sub–module takes the displacement map
generated from the Simulation step and applies it over
the base facial geometry producing the desired facial ex-
pression. To achieve static realism we use a lighting model
with soft shadows combined with a real–time approxima-
tion of the sub–surface scattering effect (BRDF model).
The generation of the final image takes multiple render
passes that can be skipped if necessary to gain perfor-
mance at cost of the rendering quality.

Shading of the skin is probably the most significant con-
tributor to the static realism of the model. The shading
approach used in rendering is the most complex part of
the model synthesis process. This section describes the
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stages of the rendering process such as shadowing and
lighting, wrinkle generation, subsurface light scattering
generation and the final composition of the image. To
generate high frequency lighting detail and dynamic wrin-
kling we rely on the tangent space normal map that comes
optionally with the facial model preparation mentioned in
Section 4 the normal map can be obtained from high de-
tail geometry scans or generated using 3D authoring and
sculpting tools. The difference in lighting can be observed
on Figure 14.

Figure 14: Plain model rendering compared to
shadow mapping and normal lighting.

To produce dynamic wrinkling effect we combine the stretched
and contracted normal map variants with the neutral map
in places where contraction or stretching occurs. We com-
pute a stretch amount by averaging the derivation of the
deformation map along the u and v coordinate. Positive
values indicate the amount of contracted normal map be-
ing applied to the result, while negative values indicate
surface stretching and therefore modulate the amount of
the stretched normal map applied. The produced effect
can be observed on Figure 15.!!!"#$%&'(&)*+,-./*0'1&0&+-./01'2+/03%&#'
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Figure 15: Visualization of the compression values
using white color next to the produced result.

Dynamic soft shadows are generated using variance shadow
maps as presented by Donnelly and Lauritzen [4]. By
treating each shadow map texel as a distribution of depth
values rather than as a single depth, the shadow map
can be represented in a manner that can be filtered lin-
early. Techniques such as mipmapping, anisotropic fil-
tering, and summed-area tables are therefore applicable.
The algorithm is similar to the algorithm for standard

shadow maps, except that instead of simply writing depth
to the shadow map, we write depth and depth squared to
a two-component variance shadow map.

Generating organically looking skin requires simulation
of the light refraction in the skin for this purpose we use
the technique described by d’Eon [3] tailored to our data
and requirements. For the subsurface scattering effect
computation we need to first generate an irradiance map.
Blurring of the map will create the light bleeding effect
into the shadowed areas and under the diffuse components
of the skin. The computation involves map generation in
texture space that computes the transferred light amount
for each texel. The texels are colored using the diffuse
map and shadowed. A section of the resulting map can
be seen on Figure 16.

Figure 16: Generated irradiance map and its vari-
ant processed using gauss filter.

The composition of the final image is done in a straight-
forward way. A per-pixel lit phong model is used for the
final pixel calculation. The diffuse component is calcu-
lated as linear combination of the texels from gauss maps
that were generated from irradiance. The specular com-
ponent is calculated with respect to the light source. The
resulting image can be seen on Figure 17.

Figure 17: Realistic rendering of the skin.

8. Performance
Performance in interactive applications is usually mea-
sured in terms of generated image frames per second. If
the measured performance never falls below 24fps an ap-
plication is considered to be running at interactive speeds.
In order to measure performance of our approach we have
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integrated a function call profiler that measures how long
and how often the application remains inside a function.

Since our implementation is separated into distinct func-
tion calls, we can measure the performance of each sub–
system in a straightforward way. The profiler produces
the average, fastest and slowest execution time for the
following steps: expression map generation. skin simula-
tion, lighting and shadow, skin . By plotting the average
times in relation to model complexity we can observe the
scalability and overall performance of the system.

Measuring raw performance does not provide a complete
picture of certain application as often in graphics ap-
plications we can easily trade performance for memory
and vice versa, therefore for each measurement a memory
use profile is also generated. Memory usage for graph-
ics devices is collected using available system tool such as
OpenGL debuggers, driver status and information tools
provided for the hardware. Main memory usage is deter-
mined by tracking real memory use using Task Manager
or similar system profiling tools available.

For evaluation we used a dataset consisting of four levels
of detail. All detail levels of the dataset represent the
same facial model with different geometry detail and tex-
ture sizes. Between datasets the model complexity scales
by factor of 4 while diffuse and normal texture size dou-
bles. The resulting test set has the following parameters:

• Low Detail: 8844 polygons, 512x512 diffuse and
normal maps, 128x182 expression maps.

• Medium Detail: 35368 polygons, 1024x1024 dif-
fuse and normal maps, 256x256 expression maps.

• High Detail: 141472 polygons, 2048x2048 diffuse
and normal maps, 512x512 expression maps.

• Ultra Detail: 565888 polygons, 4096x4096 diffuse
and normal maps, 1024x1024 expression maps.

During evaluation we have used an average Intel Core2Duo
machine with a 2.6GHz processor and 4 gigabytes of mem-
ory. The graphics card used is nVidia 250GTS with 1GB
of memory. Equivalent performance can be obtained from
medium to high-end notebooks at this time.

Table 1: Measured average performance of each
subsystem.

120 Chapter 7. Evaluation

Table 7.2: Measured average frame generation times for each subsystem.

Low Medium High Ultra Low Medium High Ultra
ExpressionMap 0.35ms 0.62ms 1.12ms 2.02ms System Memory 87MB 145MB 256MB 1,038MB
SkinSimulation 0.28ms 0.51ms 0.92ms 1.66ms Video Memory 39MB 80MB 219MB 815MB
Irradiance 0.1ms 0.21ms 0.62ms 1.86ms CPU 4.3% 4.5% 5.1% 5.2%
Blur 0.4ms 0.73ms 1.31ms 2.36ms
Composition 0.07ms 0.22ms 0.65ms 1.17ms
Total 1.21ms 2.28ms 4.62ms 13.86ms
FPS 827fps 438fps 216fps 72fps

0%

25%

50%

75%

100%

Low Medium High Ultra

Relative Performance

ExpressionMap SkinSimulation Irradiance Blur Composition

0ms

2.5ms

5ms

7.5ms

10ms

Low Medium High Ultra

Overall Performance

by using compressed textures without mipmap generation and by using less

accurate bit formats to encode color, depth and displacement.
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Figure 7.2: Average CPU and memory use.

7.1.1 Summary

On the available desktop the library performed well, utilizing only up to 5.2%

of the CPU performance while delegating all the work to the GPU. This leaves

the CPU available for other computationally expensive task such as speech

synthesis, AI or other required processing. Render times scaled comparably

with the increase of model complexity and performance never dropped below

interactive frame rates. With these measurements in mind is safe to proclaim

that the library is capable of real-time visualization on the desktop. The low

CPU utilization also indicates that we have successfully satisfied one of the

primary goals set for this project.

Performance on devices not capable of texture lookup in vertex shader

Time measured in milliseconds was collected over the length
of 5 minutes for each detail level in the dataset. Table 1
contains the measured average execution times for each
subsystem of the library. While most subsystems scale
comparably with the increase of detail Figure 18 shows

Table 2: System resource utilization.

Low Medium High Ultra Low Medium High Ultra
ExpressionMap 0.35ms 0.62ms 1.12ms 2.02ms System Memory 87MB 145MB 256MB 1,038MB
SkinSimulation 0.28ms 0.51ms 0.92ms 1.66ms Video Memory 39MB 80MB 219MB 815MB
Irradiance 0.1ms 0.21ms 0.62ms 1.86ms CPU 4.3% 4.5% 5.1% 5.2%
Blur 0.4ms 0.73ms 1.31ms 2.36ms
Composition 0.07ms 0.22ms 0.65ms 1.17ms
Total 1.21ms 2.28ms 4.62ms 13.86ms
FPS 827fps 438fps 216fps 72fps
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relative increases in the Composition and Irradiance steps
when compared to other steps. These steps need to pro-
cess model geometry that increases by the factor of 4 while
other steps are implemented as texture filters that do not
require the model geometry at all.

9. Conclusion
In this paper we have described a straightforward GPU–
only implementation of a facial animation system based
on dynamic displacement map generation. We modified
and combined existing modeling, simulation and render-
ing approaches in an integrated system that efficiently
generates photorealistic facial expressions. On the desk-
top the library performed well, utilizing only up to 5.2%
of the CPU performance while delegating all the work to
the GPU. This leaves the CPU available for other com-
putationally expensive task such as speech synthesis, AI
or other required processing. Render times scaled compa-
rably with the increase of model complexity and perfor-
mance never dropped below interactive frame rates.

To evaluate the system in context of its desired use we
have implemented a simple visual speech synthesis proto-
type that generates animation impulses based on phonemes
being generated by NSSpeechSynthesiser object from the
Cocoa framework. We described each the visual represen-
tation of each phoneme using an Expression Vector that
produces appropriate viseme. The vector is then com-
bined with user specified ambient expression and eye–
brow movement before rendering. The interface of the
application is present on Figure 17 and some examples of
the expressions generated can be observed on Figure 20.

While we did not fully evaluate the achieved rendering
quality, we have successfully integrated up to date pho-
torealistic rendering techniques into our model. The gen-
erated output is dynamically lit with high quality shad-
ows based on a modified shadow mapping technique with
percentage-closer filtering. A real-time approximation of
the BRDF lighting model of the skin was used to gener-
ate sub–surface scattering effect. Additionally, we have
designed and implemented a dynamic normal map gen-
eration system that is able to produce wrinkling effects
based on the contraction and stretching of the geome-
try. For quality comparison see Figure 19 that displays a
photograph, ray-traced rendering and our real-time ren-
dering.

Model preparation steps and generation of Deformation
Maps for animation are still a challenge. While experi-
enced 3D artists and animators should have no problems
with the preparation of models, most users would find
the process challenging. A free to use model with well de-
fined Deformation Maps generated with standards such
as FACS and SSML in mind will solve the issue. Work
on the model has started with the Speech Prototype that
also demonstrates how to use FaceLIB 2 in applications
as Talking Head GUI object.
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Table 7.1: Measured average frame generation times for each subsystem.
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in the Composition and Irradiance steps. These steps are processing model

geometry that increases by the factor of 4 while other steps are image filters

which do not require the model geometry at all.
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Figure 7.1: Average performance of subsystems for all detail levels.

Table 7.2 contains the measurements of resource utilization while perform-

ing the test. CPU utilization stayed around 5% overall, including running

system tasks. System and video memory utilization increased geometrically

with the increase in texture sizes but stayed within the hardware limitations

even on highest detail settings.

As can be observed on Figure ?? both system and video memory scale

comparably with the increase in texture size. Current implementation of

the library stores texture data in system memory as well but does not use

the data during rendering. This was intentional for debugging purposes and

experiments with CPU based animation. Video memory could also be reduced

Figure 18: Visualization of relative performance of the subsystems and the overall performance for each
detail level.

For future work we plan to concentrate on the problem of
dynamic generation of Deformation Maps from 3D scan
sources and retargeting of animation between models. Es-
pecially the recent papers on the topic by Li et. al. [10].
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Figure 19: Side by side comparison of a photograph, ray traced image and real-time rendering.

Figure 20: Example sequence of generated expressions. Eyebrows are deformed using displacements
obtained from virtual muscles. Mouth and eyelids are deformed using displacements obtained from
blend–shapes.


